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Abstract. As the digitalization process accelerates, modes of emotional
expression have shifted from face-to-face interactions to text-based
communication. Through social media, instant messaging tools, and online
forums, a vast amount of emotionally rich textual data is being generated. These
data contain profound emotional information; however, due to the high
dimensionality of text, semantic complexity, and the scarcity of labeled data,
effectively performing emotion recognition has become a major challenge in the
field of natural language processing (NLP). Large Language Models (LLMs),
with their powerful language understanding capabilities, have shown great
potential in text-based emotion analysis. Nonetheless, optimizing these models
under limited labeled data remains a significant difficulty. This paper proposes
an emotion recognition approach that combines reinforcement learning with large
language models. Specifically, we employ a verifiable reward mechanism from
reinforcement learning (RLVR) to optimize the model. We apply RLVR to the
LLaMA 3.2 1B Instruct model and conduct parameter-efficient fine-tuning using
LoRA adapters on the EmpatheticDialogues emotion recognition dataset. The 1B
parameter size of the model ensures it remains lightweight and computationally
efficient, while the Instruct fine-tuning allows for more structured and controlled
output generation. After applying LoRA fine-tuning and RLVR optimization, the
model demonstrates significantly improved performance in emotion recognition
tasks compared to traditional methods. Furthermore, it maintains high accuracy
and stability even under resource-constrained conditions. This innovative
research approach not only provides a new technical pathway for the field of
emotion recognition but also lays a solid foundation for future multimodal
emotion reasoning tasks.
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1 Introduction

Against the backdrop of rapid digitalization in society, the way people express emotions
has gradually shifted from face-to-face verbal interactions to text-based expression. The
widespread use of platforms such as social media, instant messaging applications, and
online forums has generated vast amounts of textual data, which contain rich and
nuanced emotional information that urgently calls for effective automated analysis
techniques for recognition and understanding. Emotion recognition has become a
crucial topic in the field of Natural Language Processing (NLP), particularly when
dealing with emotional texts that are high-dimensional, semantically complex, and
lacking in annotated resources[1]. Enhancing a model’s ability to understand and
classify such data remains a significant challenge.

In recent years, Large Language Models (LLMs) have demonstrated powerful
language understanding capabilities, bringing new possibilities to text-based emotion
analysis [2, 3]. However, how to effectively optimize these models with limited labeled
data continues to be a focal point of interest for both academia and industry. The
emergence of DeepSeek R1 has drawn considerable attention from researchers to the
potential of Reinforcement Learning (RL) in optimizing large models [4]. One of the
most groundbreaking innovations is the introduction of Reinforcement Learning with
Verifiable Reward (RLVR), which uses a rule-based reward mechanism to optimize
models in an efficient and reliable manner [5]. This method has shown significant
performance improvement for LLMs even under constrained data conditions.

Given RLVR'’s outstanding performance under limited data scenarios, we aim to
apply this method to the LLaMA model [6, 7] to enhance its performance in text-based
emotion recognition tasks. Ultimately, the goal of this study is to improve the model’s
ability to understand emotional semantics and elevate its overall performance in
sentiment analysis.

2 Method

This study utilizes the EmpatheticDialogues emotion recognition dataset to explore the
performance differences between two fine-tuning strategies applied to the LLaMA 3.2
1B Instruct model [8]. The first approach involves standard supervised fine-tuning
(SFT) using the LoRA method [9], aimed at enhancing the model's capability to
understand and classify emotional language.

In contrast, the second approach directly applies Reinforcement Learning with
Verifiable Rewards (RLVR) combined with Guided Reward Policy Optimization
(GRPO), bypassing conventional supervised fine-tuning. This method leverages a
verifiable reward mechanism and a guided optimization policy to strengthen the
model’s reasoning abilities in emotion recognition tasks. In this study, the task is
formulated as dialogue-level emotion classification. Each input consists of a complete
conversation, including both human and machine utterances, treated as a single textual
sequence. The model is trained to output a single emotion label representing the overall
emotional tone of the dialogue.



Although the EmpatheticDialogues dataset contains utterance-level emotion
annotations, this study focuses on the dialogue-level emotion labels that are manually
annotated in the dataset. Each full dialogue is associated with a single emotion label
(such as happiness, sadness, etc.), which serves as the target label for training. This
approach allows the model to learn the emotional dynamics across multiple
conversation turns, capturing how both speakers contribute to the overall emotional
trajectory of the dialogue. We compare the resulting two models: the LoORA-SFT fine-
tuned LLaMA 3.2 and the RLVR+GRPO optimized LLaMA 3.2, referred to as R1-
LLAMA 3.2.

Our results demonstrate that R1-LLAMA 3.2 significantly outperforms the SFT
model in both emotional understanding and classification accuracy, especially under
conditions with limited annotated data. This comparative analysis reveals that the
RLVR+GRPO framework offers a more robust and generalizable learning strategy for
emotion recognition tasks, capturing emotional features more effectively across
multimodal inputs. It opens a new research direction by emphasizing reasoning-based
optimization over traditional supervised learning in low-resource emotional datasets.

2.1 Llama

LLaMA 3.2 1B Instruct is the language model selected in this study, primarily due to
its lightweight de- sign and exceptional language understanding capabilities. Released
by Meta in September 2024, this model not only delivers excellent inference
performance but is also particularly well-suited for local deployment and
experimentation in resource-constrained computing environments.

Compared to models with larger parameter scales, LLaMA 3.2 1B-instruct
demonstrates greater efficiency in execution and resource usage, enabling rapid
development and iteration on limited hardware. De- spite its lightweight architecture,
the model exhibits language analysis capabilities comparable to medium-sized models
in core tasks such as summarization, instruction following, and text rewriting,
indicating strong generalization potential. The open-source nature and adaptability of
the LLaMA series allow us to flexibly integrate advanced techniques such as
reinforcement learning to further optimize performance for specific tasks.

2.2 EmpatheticDialogues dataset

Recognizing and responding to the emotional states of dialogue partners is a crucial yet
challenging aspect of building empathetic conversational agents. While humans
perform this task intuitively, Al systems struggle largely due to the lack of suitable
datasets. To address this, Rashkin et al. introduced EmpatheticDialogues, a benchmark
dataset containing 25,000 conversations grounded in emotional situations. The dataset
includes 32 emotion labels, capturing a wide range of emotional states. Their
experiments demonstrate that dialogue models trained on this dataset are consistently
rated as more empathetic by human evaluators, highlighting its value in training
emotion-aware dialogue systems.



23 RLVR

The most innovative aspect of RLVR lies in its use of verifiable reward functions to
evaluate model performance, eliminating the need for human feedback or auxiliary
reward models. The core mechanism of RLVR simplifies the reward process while still
ensuring model accuracy. Given a query ¢, the model 6 generates a response o, which
is then evaluated using a verifiable reward function R(q, 0). The evaluation is based on
a binary scoring system that determines whether the generated response matches the
ground truth.

R(q,0) — 1, ifo= groundtruth
0, otherwise

(1
The optimization goal of RLVR is:
max Eo~z, (5 [ARLvr(g 0)] ,
7o
Where
Rrive(g, 0) = R(g, 0) - - KL [7o(0l ) || 7me(019)]
2

Here, mref represents the reference model before optimization, R(q, o) is the
verifiable reward function, and f is the hyperparameter controlling the trade-off
between maximizing the reward and maintaining proximity to the original model
through KL divergence regularization.

3 Experiment

3.1 Experiment Environment

All experiments were conducted on a local workstation equipped with an Intel® Core™
17-9700F CPU operating at 3.00 GHz, 64 GB of DDR4 RAM, and an NVIDIA GeForce
RTX 8000 GPU with 48 GB of VRAM. The system environment was based on Ubuntu
20.04 LTS, and all implementations were carried out using Python 3.9.2rcl. This
hardware configuration was sufficient to support the fine-tuning of the LLaMA 3.2 1B
model. To address GPU memory limitations, model quantization and gradient
checkpointing were employed throughout the training process.

3.2 Results

SFET (Supervised Fine-Tuning) Result

The confusion matrix reveals that the SFT-fine-tuned LLaMA model demonstrates
reasonable performance on certain well-represented emotion classes such as disgusted,
embarrassed, and grateful, all of which show strong true positive counts along the



diagonal. However, it struggles with classes such as afraid, angry, and sentimental,
which exhibit high levels of confusion with semantically related categories like
anxious, devastated, and sad, respectively. This suggests that while the model has
learned clear boundaries for more distinct emotional states, it faces challenges in
differentiating subtle or overlapping emotional cues. Additionally, long tails in the
confusion distribution indicate potential issues related to class imbalance and
insufficient representation of minority emotion types.

Confusion Matrix
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Fig. 1. SFT R1 Llama training confusion matrix

The confusion matrix reveals that the LLaMA model trained with RLVR and GRPO
exhibits improved classification performance across a broader range of emotional
categories. Notable gains in true positive counts are observed in complex classes such
as sentimental, surprised, and hopeful, alongside a reduction in off-diagonal confusion
for several ambiguous pairs (e.g., afraid vs anxious, sad vs sentimental). The model
also shows improved robustness in differentiating emotions with subtle semantic
differences. Nevertheless, certain overlaps persist—particularly between proud and
content, and ashamed and guilty—highlighting ongoing challenges in boundary
precision for emotions with shared linguistic or contextual features.
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Fig. 2. SFT R1 Llama training confusion matrix

Comparing the two results, the RLVR + GRPO training framework yields a relative
accuracy improvement of approximately 5% over standard SFT, indicating that
reinforcement-based reward modeling is effective in refining emotion representation in
language models. The improvement is most evident in the reduced confusion between
semantically similar emotions and the more balanced classification across diverse
categories. However, residual ambiguities between related emotional states imply that
further improvements may require incorporating richer contextual grounding or multi-
modal signals.

4 Conclusion

In this study, we proposed a method based on Reinforcement Learning with Verifiable
Rewards (RLVR) to optimize the LLaMA model for dialogue-level emotion
recognition tasks. Our experimental results demonstrate that the RLVR-optimized
model, referred to as R1-LLAMA 3.2, significantly improves emotion recognition
performance, particularly in environments with limited annotated data, surpassing
traditional supervised fine-tuning methods.

By applying RLVR to the LLaMA model, we were able to effectively capture
emotional features from the EmpatheticDialogues dataset, which includes 32 emotion
labels. This allowed the model to achieve excellent performance in understanding and
classifying emotions across multimodal data. Our approach not only enhances the
model's ability to accurately recognize emotions in dialogues but also highlights the



potential of RLVR in improving the performance of large language models in resource-
constrained settings.

This study provides valuable insights into the potential of reinforcement learning
techniques for emotion recognition tasks, showcasing how RLVR can optimize models
even when data and computational resources are limited. Moreover, the results pave the
way for future developments in emotion analysis, sentiment analysis, and multimodal
data processing using reinforcement learning-based approaches. In conclusion, RLVR
technology offers a powerful tool for advancing emotion recognition capabilities,
providing a solid foundation for future research and applications in the field of
multimodal emotion analysis.
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